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Abstract
We describe an approach to detecting, locating and normalizing road signs. The approach wil l

apply provided: (i) the signs have stereotypical boundary shapes (i.e. rectangular, or hexagonal{
of course, we allow for theseshapes to be distorted by projection to unknown viewpoint), (ii) the
writing on the sign has one uniform color and the rest of the sign has a second uniform color (we
allow for the color of the il luminant to be unknown). We showthat the approach works evenunder
signi�c ant il luminant color changes,viewpoint direction, shadowing,and occlusion. This work is
part of a project intended to help people who are blind, or whosesight is impaired.
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1 In tro duction
Many peoplein America are blind or visually impaired. Such peopleneedassistanceto detect,

locate and read general informational signs. This involvessegmenting signsfrom the background,
estimating their pose,and reading them. Theseare all di�cult problems particularly in cluttered
street sceneswherethe illuminan t color canvary greatly, wherethe poseand position areunknown,
and where the signscan be partially obscuredor in shadow.

We describe an approach that is able to detect and locate certain important classesof signs.
The signsare then automatically transformed to a standard (frontal) viewpoint. We are currently
investigating techniques for reading them. The protot ype works in under a minute on a Pentium
PC. The code has not been optimized and we anticipate that the system can be made to run in
order of seconds.

Most street signs obey the following assumptions: (i) the signs have stereotypical boundary
shapes (i.e. rectangular, or hexagonal { of course,we allow for these shapes to be distorted by
projection to unknown viewpoint), (ii) the writing on the sign has one uniform color and the rest
of the sign has a seconduniform color (we allow for these colors and the color of the illuminan t
to be unknown), (iii) the text font is in a standard font set.

Our approach follows the philosophy of the twenty questionsapproach [4]. Westart by selecting
simple tests which can be run in parallel over the image. These tests locate seedpositions for
hypotheses.These tests must also be successfulfor unknown illuminan t which requires solving a
versionof the color constancyproblem [5]. The seedsinitiate region growing to segment two color
regions(e.g. signs). A specializededgedetector is usedon the segmented regionsto determine the
preciselocation of the sign boundaries and to con�rm (or deny) that the region is really a sign.
From the boundarieswe can calculate an a�ne transformation to transform the sign to a standard
(frontal) viewpoint. The a�ne transformation givesan estimate of the position of the sign relative
to the viewer (such information is of great use to a blind user of the system.) Moreover, it will
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also simplify the task of reading the sign.
Pioneering work on sign �nding was reported by Riesman et al. [7]. More recently , there has

beenmuch work on the useof color for object recognition and segmentation [9],[11],[8]. Color has
also been used for detecting animate objects in databases[3]. There are several theories which
seekto explain color constancybut apart from noticeableexceptions,for exampleForsyth [2], few
of them have been tested on real world images. Moreover, these theories are usually designedto
explain psychophysical experiments into human perception rather than to be used for real world
applications.

This work is intended to complement existing navigational technologiesfor the blind such as
GPS [6] and \T alking Signs" [1]. Thesetechniqueshavemany advantagesand are further advanced
though neither of them o�er the same potential degree of 
exibilit y as an image recognition
strategy.

2 Overview
Our �rst task is to obtain a databaseof color imageswith signs in them. The imageswere

taken of typical street scenesin San Francisco using a Ricoh color camera. They are of size
768� 576 with 24 color bits. In this paper we will focus on a databaseof one hundred red and
white stop signs (our algorithm has also been tested on other signs [10]). The database was
intentionally chosento include many di�cult caseswith non-standard illumination, non-standard
viewpoints, shadowing, and occlusion. From this dataset we were able to make estimation of the
likely illuminan t conditions, seesection (3.1), which are used later in our algorithm.

In order to locate the position of a sign within an image, we make use of two critical facts
about signs. Firstly , most signsare characterizedby two colors, the color of the sign and the color
of the writing on the sign. Secondly, the shape of sign boundaries are stereotyped (rectangular,
hexagonal, etc.). Of course, the color measuredby the camera is a�ected by the color of the
illuminan t (which can changegreatly, as our experiments show) and the shape of the sign is also
distorted by an unknown a�ne transformation which allows for viewpoint changes.

This motivates the following search strategy. We use a set of tests to determine seedregions
in the image within which there are two color peaks. We then apply a region growing algorithm
to grow theseseedsinto larger hypothesisregionswhere the color has again got two peaks. These
color peakscan be used to segment this subregion of the image into two parts corresponding to
the sign writing and the sign background.

Thesehypothesisregionsare then tested by detecting straight line edgesto obtain geometrical
information of the boundary shape. From theseedgeswe obtain the cornersof the sign which are
then matched to a databaseof signs. This allows us to �nd the orientation of the sign and then to
normalize the sign to a frontoparallel viewpoint at �xed scale. Reading the sign in such situations
is straightforward. Moreover the direction of the sign relative to the viewer can be determined.

3 Finding seed regions with unkno wn illumination
We employ a set of tests for �nding good seedregions. If the illumination is standard then

we design tests directly to search for the appropriate colors [10]. A harder caseoccurs when the
illuminan t is nonstandard so that the colors of the sign appear quite di�eren t from their true
colors. This is surprisingly common. If, for example, a stop sign is under a tree then its red will
appear closer to greenwhen photographed by a color camera.

Determining the correct color of objects under unknown illuminan t color is a long standing
problem related to the perceptual issueof color constancy[5]. In this sectionwe describe a solution
to color constancy for our speci�c problem domain.

We �rst do statistical analysisof our databaseto determine what illuminan t colorsoccur within
typical street scenes.This work is described in the following subsection. Using these results we
are then able to designa test for determining adjacent setsof red and white pixels with unknown
illuminan t (i.e. for stop signs).
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3.1 Analysis of Illuminan t Colors
We assumethat the observed color of an object is the product of its true color and the color of

the illuminan t. This assumption is commonly made in computer vision and is shown to be correct
for our dataset by the analysis below. We then usethis multiplicativ e model to deducethe set of
illuminan t colors. This will enableus to rule out certain atypical illuminan t conditions.

For each image in our dataset (the imagesare labelled by � ) we place a window within a red
and white sign. We usea two-meansalgorithm to determine the observed red (R �

r ; G�
r ; B �

r ) and
the observed white (R �

w ; G�
w ; B �

w ) for the imageslabelled � = 1; :::; 100. Our multiplicativ e model
assumesthat theseare related to the true (unknown) red (Rr ; Gr ; B r ) and true (unknown) white
(Rw ; Gw ; Bw ) by an (unknown) multiplicativ e illuminan t (� � ; � � ; � � ).

The multiplicativ e model assumptionreducesthe problem of estimating the true red/white and
the illuminan ts to minimizing a cost function E[�; �; � ; R; G; B ] = ER [�; R] + EG [�; G] + EB [� ; B ],
where the ER ; EG ; EB terms are of form:

ER [�; R] =
X

�

f (R�
r � � � Rr )2 + (R�

w � � � Rw )2:g (1)

This minimization can be done directly by using Singular Value Decomposition (SVD). The
input matrix consistsof R �

r ; R�
w and is a 2 � N matrix written as Rp;� where � = 1; :::; N and

p = r or w. SVD yields R = U�V T where � is a diagonal matrix whose elements are the
eigenvalues of the SVD. The �rst row of U is the estimated true colors Rr ; Rw and the �rst
column of V are the true illuminan ts f � � g.Observe that there is an ambiguit y scaling � � 7! a� �

and (Rr ; Rw ) 7! (1=a)(Rr ; Rw ). These changesare unobservable so we normalize them out by
assumingthat the sum of the squaresof the illuminan ts add up to one. We proceedsimilarly for
G and B .

The size of the eigenvalues produced by SVD can be used to evaluate the assumptions of
the model namely, the multiplicativ e illumination model. Our results show that only the �rst
eigenvalue is large, validating the multiplcativ e model.

The output of this computation are three-fold. Firstly , we validate our multiplicativ e model
assumptionsby showing that the secondeigenvalue is always small. Secondly, we check visually
that the resulting true red and true white are plausible and similar in color to the sign when
viewed under standard illumination. Thirdly , we plot the observed distribution of illuminan ts in
color space.They form a cigar like shape.

We can useour knowledgeof the illuminan ts to test whether a window with means� 1 and � 2

is consistent with red and white by minimizing the energy function:

E [�; �; � ] = j~� 1 � L~rT j2 + j~� 2 � L ~wT j2 ; (2)

where L is a diagonal matrix with elements �; �; � , ~r T and ~wT are the estimatesof true red and
white colors supplied by the previous algorithm.

Solving for L can be doneby linear algebra to determine the solutions � � ; � � ; � � . We can then
evaluate E[� � ; � � ; � � ] to determine how well the model �ts the data. The estimated illuminan t
may be implausible, however, becauseour experimental results show that plausible illuminan ts lie
in a small region of color space.

We applied principal component analysis to analyzethe illumination cigar. In other words, we
take the illumination vectors calculated above ~L � = (� � ; � � ; � � ) for � = 1; :::; N . More precisely,

we let ~L � be the illuminan t colors. The mean is ~L = (1=N )
P

�
~L � . Then we �nd the co-variance

matrix:
K =

1
N

X

�

(~L � ~L)( ~L � ~L)T : (3)

The eigenvalues are ~l1;~l2;~l3 with eigenvalues f 1; f 2; f 3. For any input illuminan t ~O we can
write it as:

~O = ~L + f ( ~O � ~L) � ~l1g~l1 + f ( ~O � ~L) � ~l2g~l2 + f ( ~O � ~L) � ~l3g~l3: (4)
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We can then determine if an illuminan t ~O is plausible if it falls within two standard deviations

of the mean. In other words if f ( ~O � ~L ) �~l1g < 2
p

f 1 f ( ~O � ~L ) �~l2g < 2
p

f 2, f ( ~O � ~L ) �~l3g < 2
p

f 3.
3.2 The t wo-color test with unkno wn illuminan t

We now examine11� 11 windows in the image to seeif they are consistent with red and white
under allowable illumination color, seelast subsection.

First, wecreatetwo il luminant mapsfor the image. The red il luminant mapgivesthe illuminan t
at each pixel which would be required to make a red object the observed pixel color. Similarly, the
white il luminant map speci�es the illuminan t which would make a white object have the observed
pixel color. If this illuminan t is not allowable becauseit violates our criterion de�ned in the
previous subsection, then the pixel is labelled as unmatched in the corresponding illumination
maps.

Not all the values of the illuminan t maps will be allowable. In particular, in a region where
there is an object whosetrue colors are red and white it will be impossibleto illuminate the red
so that they appear white and the white so that they appear red without violating the allowable
illuminan t condition. Such extreme lighting situations might happen in a theatre with red and
white spotlights preciselyaligned with the lettering in the sign, but this would be highly unlikely.

This fact can be usedto generatea test to determine likely regionsin the imagecontaining red
and white pixels. We examine each 11� 11 window in the image and calculate the meansof the
allowed illuminan ts in the red and white illuminan t maps. If the meansof the two maps are close
in the least squaressensethen this is a strong candidate for a true red-white region. We rerun
the test at a larger scaleat good seedlocations to reject falsepositives,see�gure (1), and to �nd
reliable estimatesof the red and white meansin this region.

This approach is very e�ectiv e. It not only deals with extreme changesin illuminan t but it
also responds to signswhich are severely shadowed.

4 Region Gro wing, Boundary Detection, and Pose Normalization
We now describe how we usethe seedsto localizethe signs,�nd their boundaries,and estimate

their pose.
4.1 Region Gro wing

After �nding plausible seedswe wish to grow them outwards until we are outside the sign. To
do this we mergeregionsneighboring on the seedregion. Merging is done if the color properties of
the neighboring region are similar to the properties of the seedregion. Recall that while �nding
likely seedswe have also estimated local valuesfor the meansof the red and white pixels.

We assignpixels to be red if their color is within two standard deviations of the estimated red
color in the seed(or the estimate from the merged regions.) We do the samefor white and we
assignall other pixels to be black. We grow until the number of red pixels is lessthan �v e percent.
This givesus a quantized red, white, and black map. The red and white pixels mostly correspond
to the sign and the black pixels to the background.

A re�nement is neededif the sign is partially shadowed. The simplest caseis when part of the
sign is in shadow (t ypically non-standard illuminan t) and the rest is in standard illuminan t. In
this casewe grow the shadowed regionsand we also include the unshadowed red and white pixels.
A quick test can be done to determine if an unshadowed pixel is red or white.
4.2 Boundary Finding

The boundariesof our quantized color map are too jagged to determine the straightine edges
and cornersdirectly. Instead we usespecially tailored edgedetectors and a variant of the Hough
transform to detect the boundariesand the cornersof the sign, see[10].
4.3 Pose normalization: EM to solve for the a�ne transformation

Once we have found the boundaries and corners in the data then we must solve the corre-
spondencebetween them and the protot ype (true) sign. This will allow us to map the sign to a
frontoparallel position which will greatly simplify the reading.

4
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Figure 1: a) A typical San Francisco scene. b)The seedregions found by the algorithm in the
previous image. The darker the squaresthen the better the match. The best ten seedsare circled.
The small seeds,away from the sign, are eliminated by rerunning the test at a larger scale. c) The
�nal result of our algorithm run of the image above.

This correspondenceis determined by an a�ne transforms A ;~b and the f Via g which are binary
(0; 1) valued correspondencevariables which relate the corners in the data to the corners in the
protot ype model. We de�ne a distribution:
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P(V; A ;~b) =
e� E [V;A ;~b]

Z
; (5)

where Z is a normalization factor and

E[V; A ;~b] =
X

ia

Via

�
�
�A ~xd

i + ~b� ~x t
a

�
�
�
2

+ �
X

i

(1 �
X

a

Via ); (6)

where ~xd
i is the data corner positions and ~x t

a are the true model positions. We constrain thatP
a Via = 0; 1 8 i . This ensuresthat each data corner is matched to at most one true corner. If a

corner point is unmatched then it must pay a penalty � .
We now apply the EM algorithm to equation (5) to solve for the a�ne transformation and the

binary variables. The E-step estimates the V and the M-step solves for the A and ~b. For this
probabilit y distribution both the E- and M- stepscan be solved for analytically and hencewe get
a discrete iterativ e algorithm which rapidly converges.

The EM algorithm allows us to normalize the position of the sign to frontal viewpoint. This
will simplify the task of reading the sign. The a�ne transform is also used to determine the
position of the sign relative to the viewer.

5 Results
The algorithm worked at closeto one hundred percent e�ectiv enesson our dataset [10]. This

sectionshows the �nal results on someof the more di�cult imagesin our database. Theseinvolve
partial occlusion, heavy shadowing, and di�cult illuminan t colors and pose.
5.1 Sign with partial occlusion

Firstly , we show an image in which the sign is strongly occluded (about one third of the sign
is missing). The sign is detected using the unknown illuminan t test followed by region growing
and segmentation. The EM algorithm is used to match the sign to the protot ype and functions
well despite the fact that most of the corners are invisible. In particular, this demonstrates the
robustnessof our a�ne estimation algorithm.
5.2 Sign with large shadowing

Secondly, we show an imagein which the sign is strongly shadowed. The sign is detectedusing
the unknown illuminan t test followed by region growing and segmentation. The EM algorithm is
usedto match the sign to the protot ype. This demonstratesour modi�ed region growing approach
which grows the shadowed parts of the sign and incorporates the unshadowed region.
5.3 Sign at di�cult viewp oin t and illuminan t

Thirdly , we show an image in which the sign is at a di�cult viewpoint and is illuminated in
a nonstandard way (so that the sign does not appear to be red). The sign is detected using the
unknown illuminan t test followed by region growing and segmentation. The EM algorithm is used
to match the sign to the protot ype.

6 Conclusion
We have presented an approach for locating informational signsin color images. The approach

is e�ectiv e under a wide rangeof extreme conditions such as shadowing, occlusion, viewpoint and
illuminan t color changes. The algorithm run in less than a minute on a Pentium PC and we
estimate that multi-scale processingand code optimization should cut the run time to seconds.
Additional information, such as knowledge of likely positions of signs in the image (which a
blind user may well possess)would also reduce the speed. We are fortunate that researchers at
the Smith-Kettlew ell's Rehabilitation Engineering Research Center will undertake human factor
studies, using blind volunteers, to test this approach and evaluate its performancecomparedwith
existing technologiessuch as GPS and Talking Signs.
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Figure 2: a) The imagecontaining the occludedsign. b) The �nal result of the algorithm. The sign
has been located, partially segmented and aligned to the protot ype sign. Note that only a few of
the cornersare visible but the algorithm is robust enoughto �nd the correct a�ne transformation
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Figure 4: a) The image containing the sign at di�cult viewpoint and illuminan t. b) The �nal
result of the algorithm. The sign has beenlocated, segmented and aligned to the protot ype sign.

9


